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Abstract
We present a simple linear time algorithm for the following sorting problem: Given n words 
A1, . . . , An, find a permutation {π1, . . . , πn} of 1, . . . , n so that (Aπ1 )ω ≤ . . . ≤ (Aπn )ω , 
where (A)ω  denotes the infinitely repeating string AAA . . .. Let L denote the total length 
of the given strings. We note that the running time of our algorithm is O(L) even if the 
size of alphabet is beyond O(1). We also present an O(L + n log n) time algorithm for the 
restricted model where we are only allowed to compare symbols. In other words, the main 
result of this paper is that the time complexity of sorting A1, . . . , An in omega-order is the 
same as that of sorting them in lexicographic order under all common models (bounded 
alphabet, unbounded alphabet, compare-based model). Our main results find applications 
in related problems such as rearranging and concatenating given words so that the result 
is lexicographically smallest or largest.
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1  Introduction

Given n non-empty words A1, . . . , An over an ordered alphabet Σ of size σ, we consider 
how to rearrange and concatenate A1, . . . , An so that the obtained string S is lexicographi-
cally smallest (or largest, respectively). Let Aω  denote AA · · · , which we call the repeating 
string of A. We show that the smallest outcome of S happens when we arrange the words 
so that their repeating strings are in increasing (or non-decreasing, to be precise) order, and 
the largest outcome of S happens when we arrange the words so that their repeating strings 
are in decreasing (or, non-increasing, to be precise) order. In other words, assuming without 
loss of generality that Aω

1 ≤ · · · ≤ Aω
n , it holds that A1 · · · An ≤ S ≤ An · · · A1 for any S 

produced by concatenation (Theorem 4).
According to the above result (which we call string rearrangement inequalities), our task 

is as follows.

 Problem 1. Given non-empty words A1, . . . , An, find a permutation (π1, . . . , πn) of 
{1, . . . , n} so that Aω

π1
≤ · · · ≤ Aω

πn
.

This is different from the classic problem of sorting A1, . . . , An in lexicographic order. 
For example, consider A1 =“ab”, A2=“aba”, and A3 =“abc”. We have A1 < A2 < A3, 
whereas Aω

2 < Aω
1 < Aω

3 .
Let L denote the total length of the given words; namely, L = |A1| + · · · + |An|, where 

|A| denotes the length of string A. We present three algorithms for finding the mentioned 
rearrangement, beating the trivial Ω(L log n) time bound of plain algorithms (the details 
are presented after our Algorithm 1). (1) We first show an O(σL) time algorithm, which is 
optimal when σ is assumed to be O(1). (2) We then show an O(L + σ) time algorithm for 

integer alphabets. The term O(L + σ) can be regarded as O(L) for linearly sortable alpha-

bets (i.e. σ = LO(1)). (3) Moreover, we show an O(L + n log n) time algorithm based on 
Three-Way Radix Quicksort [1]. This last algorithm is designed for the comparison based 
model where we are allowed to compare two symbols in Σ but not read or manipulate a 
single symbol. In each case, our running time complexity for sorting Aω

1 , . . . , Aω
n  are the 

same as the best running time complexity for sorting A1, . . . , An in lexicographic order.
Technically, our algorithms are mainly built upon two lemmas. First, sorting Aω

1 , . . . , Aω
n  

is equivalent to sorting M1, . . . , Mn (see Lemma 5), where Mi is a certain prefix of Aω
i  

that can be computed from A1, . . . , An; see the definition in (5). Second, the total length 
of M1, . . . , Mn is bounded by O(L) (see Lemma 6). Our algorithms work by computing 
M1, . . . , Mn and then sorting them. The choice of Mi’s is subtle and is the most challenging 
part in our approach.

Outline. We present the sorting algorithms in section 2 and present the string rearrange-
ment inequalities in section 3. In section 4, we implement the inequalities and algorithms to 
solve some variants of the original problem.
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1.1  Related work

Combinatorics on words (MSC: 68R15) maintains strong connections to diverse fields of 
mathematics and has found significant applications in theoretical computer science and 
molecular biology, particularly in DNA sequence analysis [2–7]. Primitive words over an 
alphabet Σ have received considerable attention due to their applications in formal language 
theory and the algebraic theory of codes [8–11].

It is worth noting the longstanding conjecture that the language of primitive words is 
not context-free [8–10, 12]. To the best of our knowledge, this conjecture remains open. 
In contrast, Berstel and Boasson [12] established that the language of Lyndon words is not 
context-free.

Fredricksen and Maiorana [13] demonstrated that concatenating all Lyndon words whose 
lengths divide a given integer n in lexicographic order yields a de Bruijn sequence. Sub-
sequently, Au [14] showed that replacing the condition “dividing n” with “identical to n” 
produces a sequence that contains every primitive word of length n exactly once as a factor.

Dolce et al. [15] introduced the concept of infinite order (ω-order), demonstrating that 
while lexicographic order lacks certain desirable properties for specific problems, ω-order 
satisfies these requirements.

The ω-order has been notably applied in the extended Burrows-Wheeler Transform 
(eBWT) [16]. Mantaci et al. [16] briefly mentioned that employing the generalized suffix 
array [17] could reduce the time complexity of sorting words in ω-order to O(L); however, 
their paper provided neither proof nor detailed explanation. Several years later, Nong et 
al. [18] presented the first construction algorithm for eBWT, requiring O(L log L) time and 
O(L log σ) bits of working space. More recently, by adapting the induced sorting algorithm 
of Nong et al. [19], Boucher et al. [20] (for extended BWT) and Bannai et al. [21] (for bijec-
tive BWT) achieved the O(L) time bound for sorting all conjugates of the given words in ω
-order under linearly sortable alphabets using similar procedures.

Nevertheless, these linear-time methods [20, 21], which rely on generalized suffix arrays 
and recursive procedures, appear more complicated than our approach. This complexity is 
understandable given that they sort all conjugates rather than just the words themselves. Our 
results demonstrate that sorting the given words in ω-order can be accomplished through a 
simpler deterministic string sorting algorithm. We will elaborate on the distinctions between 
these approaches in Subsection 2.3 after presenting our main results.

1.2  Preliminaries

Definition 1  The n-th power  of word A is defined as:

	
An =

{
AAn−1, n > 0;

empty word , n = 0.

A word A is non-primitive if it equals Bk for some word B and integer k ≥ 2. Otherwise, 
A is primitive. (By this definition the empty word is not primitive.)
The next lemma summarizes three results about the powers proved by Lyndon and Schüzen-
berger [22]; see their Lemmas 3 and 4, and Corollary 4.1. (More introductions of these 
results can be found in section 1.3 of [3].)
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Lemma 1  [22] Given words A and B, there exist C, k, l such that A = C k  and B = C l  when 
one of the following conditions holds (m1 , m2 ≥ 1  are integers.): 

1.	 AB = BA.
2.	 Two powers Am1  and Bm2  have a common prefix of length |A| + |B|
3.	 Am1 = Bm2 .

Definition 2  The root of a (non-empty) word A, denoted by root(A), is the unique primitive 
word B such that A is a power of B. The uniqueness of root is obvious, a formal proof can 
be found in Corollary 4.2 of [22] or in [11].

The following lemma should be well-known, and its simple proof can be found in the 
appendix.

Lemma 2  Assume A is a non-empty word. Find the largest j < |A| such that the prefix of A 
with length j equals the suffix of A with length j. Let k = |A| − j > 0 . Then,

	
|root(A)| =

{
k, |A| = 0 (mod k);

|A|, |A| ̸= 0 (mod k). � (1)

Before the next lemma, we first specify the definition of lexicographic order for repeat-
ing strings.

Definition 3  Let A = a1a2 · · · ap and B = b1b2 · · · bq  be non-empty finite words. The repeat-

ing strings Aω  and Bω  are lexicographically ordered as follows: Aω < Bω  (Aω > Bω) if 
there exists k ≥ 1 such that the k-th character of Aω  is smaller (larger) than the k-th charac-
ter of Bω , and all previous characters are equal. Aω = Bω  if there is no such k.

The following lemma is fundamental to our algorithm.

Lemma 3  (Corollary 11 of [15]) For non-empty words A and B, the relation between Aω  
and Bω  is the same as the relation between AB and BA. In other words,

	 Aω < Bω ⇔ AB < BA,� (2)

	 Aω > Bω ⇔ AB > BA.� (3)

	 Aω = Bω ⇔ AB = BA,� (4)

See a proof of Lemma  3 in Appendix Appendix B. As a corollary, “AB ≤ BA and 
BC ≤ CB implies AC ≤ CA”. This transitivity is not obvious without Lemma 3.
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2  Sorting repeating words

This section presents a linear time algorithm for sorting the repeating words Aω
1 , . . . , Aω

n . 

We first assume that σ = O(1) and then discuss the more challenging case where σ is arbi-
trary in subsection 2.1 and 2.2.

Theorem 1  Aω
1 · · · Aω

n  can be sorted in O(L) = O(
∑

i |Ai |) time for the case σ = O(1 ).

Because Aω
i = root(Ai)ω , sorting Aω

1 , . . . , Aω
n  is the same as sorting 

root(A1)ω, . . . , root(An)ω . Therefore, we can replace Ai by root(Ai). Henceforth, 
A1, . . . , An are primitive.

Clearly, root(Ai) can be computed in O(|Ai|) time. According to Lemma 2, computing 
root(A) reduces to finding the largest j < |A| such that the prefix of A with length j equals 
the suffix of A with length j. Moreover, the famous KMP algorithm [2] finds this j in O(|A|) 
time.

To proceed, we need the following two crucial lemmas.

Definition 4  For any two non-empty words S and A, denote by degA(S) the largest integer 

d such that Sd is a prefix of A. Moreover, for non-empty word S and set of non-empty words 

A = {A1, . . . , An}, denote degA(S) = maxj degAj
(S).

In other words, if we build the trie T of A, SdegA(S) is the longest power of S that equals 
to some path of the trie T starting from its root.

For any i (1 ≤ i ≤ n), denote

	 Ni =the degA(Ai) − th power of Ai � (5)

	 Mi =NiA
2
i = the(degA(Ai) + 2) − th power of Ai� (6)

We use a nontrivial example to illustrate Ni:
Through a relaxation of Proposition 5 of [16], we have

Fig. 1  Example of Definition 4 
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Lemma 4  If Aω ̸= Bω , there is a mismatch between prefixes of Aω  and Bω  within the length 
of |A| + |B|.

Lemma 4 can further help us derive:

Lemma 5  The relation between Aω
i  and Aω

j  is the same as the relation between Mi  and Mj , 

that is,

	

Aω
i = Aω

j ⇔ Mi = Mj ,

Aω
i < Aω

j ⇔ Mi < Mj ,

Aω
i > Aω

j ⇔ Mi > Mj .

As a corollary, sorting Aω
1 , . . . , Aω

n  is equivalent to sorting M1 , . . . , Mn .

Proof  Without loss of generality, we assume Ai ̸= Aj  and |Ai| < |Aj |. We claim that the 
longest common prefix between Aω

i  and Aω
j  followed by a mismatch, must be within a pre-

fix of Mi and Mj  thus showing the lemma.

By definition  4, Mj  contains at least two copies of Aj , so |Mj | ≥ 2|Aj |. Since 

|Mj | ≥ 2|Aj | > |Ai| + |Aj | (Recall we assume |Ai| < |Aj |), the comparison between Aω
i  

and Aω
j  will certainly terminate within |Mj |.

By the definition of Ni (Definition 4), Ni is the maximum power of Ai such that Ni is a 
prefix of a string of A1, . . . , An. If Ni + Ai is not a prefix of Aω

j , the mismatch occurs within 

|Ni| + |Ai|, then we have the mismatch occurs within |Mi| = |Ni| + 2|Ai| > |Ni| + |Ai|. 
Otherwise, since Ni + Ai is a prefix of Aω

j , we have |Ni| + |Ai| > |Aj | by Definition 4. 

Thus |Mi| = |Ni| + 2|Ai| > |Ai| + |Aj |. By Lemma  4, the mismatch must clearly be 
within |Mi|. Thus, the comparison between Aω

i  and Aω
j  reduces to the comparison between 

Mi and Mj . □
Lemma 5 reduces comparing Aω

i , Aω
j  to comparing their prefixes Mi, Mj . We should 

mention that results similar to Lemma 5 are reported in literature, e.g., in [23] and [16]. 
However, to the best of our knowledge, the previous results are not quite the same; they 
only discuss particular cases. For example, the case where Ai is a factorial power of Aj  is 
not considered in [23] and [16].

Assume A1, . . . , An are distinct henceforth in this section. To this end, we can use a trie 
to reduce those duplicate elements in A1, . . . , An.

Lemma 6  When A1 , . . . , An  are primitive and distinct, 
∑

i |Ni | = O(L).

Proof  First, we argue that N1, . . . , Nn are distinct. Suppose that Ni = Nj (i ̸= j). Recall 
that Ni = Am

i  (for m = degA(Ai)) and Nj = An
j  (for n = degA(Aj)). Applying Lemma 1 
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(condition 3), Ai = Ck and Aj = Cl. Further since Ai, Aj  are primitive, Ai = C = Aj , 
which contradicts the assumption that Ai ̸= Aj .

We say Ni extremal if it is not a prefix of any word in {N1, . . . , Nn} \ {Ni}. Parti-
tion N1, . . . , Nn into several groups such that (a) for elements in the same group, one of 
them is the prefix of the other, and (b) the longest element in each group is extremal. (It is 
obvious that such a partition exists: we can first distribute the extremal ones to different 
groups, and then distribute the non-extremal ones to suitable groups (each non-extremal 
one is a prefix of a certain extremal one). A graphic example is given at the end of the 
proof.

Now, consider any such group, e.g., Ni,1, . . . , Ni,x. It suffices to prove that 
|Ni,1| + · · · + |Ni,x| = O(|Ai,1| + · · · + |Ai,x|), and we prove it in the following. Without 

loss of generality, assume that Ni,j  is a prefix of Ni,j+1 for j < x.
We state two important formulas: (i) Ni,x = Ai,x. (ii) |Ni,j | < |Ai,j | + |Ai,j+1| for 

j < x. Equation |Ni,1| + · · · + |Ni,x| = O(|Ai,1| + · · · + |Ai,x|) above follows from for-
mulas (i) and (ii) immediately.

Proof of (i). Suppose to the contrary that Ni,x ̸= Ai,x. By the definition of Ni,x, there 
exists some Aj  such that Ni,x is a prefix of Aj . Clearly, j ̸= i, x since Ni,x is not a prefix 
of Ai,x. Consequently, Ni,x is a prefix of some other Nj , which means Ni,x is not extremal, 
contradicting property (b) of the grouping mentioned above.

Proof of (ii). Suppose to the contrary that |Ni,j | ≥ |Ai,j | + |Ai,j+1|. Since Ni,j  and 
Ni,j+1 are powers of Ai,j  and Ai,j+1 and share a common prefix, Ni,j , of length at least 

|Ai,j | + |Ai,j+1|, by Lemma 1 (condition 2), Ai,j = Ck and Ai,j+1 = Cl for some C, k, l. 

Hence Ai,j = Ai,j+1, as Ai,j  and Ai,j+1 are primitive. Contradictory. □
Our algorithm for sorting Aω

1 , . . . , Aω
n  is simply as follows; see also Algorithm  1. 

First, build a trie of A1, . . . , An and use it to compute N1, . . . , Nn. For computing Ni, 
we walk along the trie from the root and search for maximal powers of Ai, which takes 
O(|Ni| + |Ai|) = O(|Ni|) time. The total running time for computing N1, . . . , Nn is there-
fore O(

∑
i |Ni|) = O(L).

Second, we compute M1, . . . , Mn and build a trie of them. By utilizing this 
trie, we obtain the lexicographic order of M1, . . . , Mn, which equals the order 
of Aω

1 , . . . , Aω
n  according to Lemma  5. The running time of the second step is 

∑
i |Mi| =

∑
i |Ni| + 2

∑
i |Ai| = O(L) + O(L) = O(L).

Fig. 2  Illustration of Lemma 6
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Algorithm 1  Algorithm for sorting Aω
1 , . . . , Aω

n

Step  1 takes O(
∑

i |Ai|) = O(L) time. Each step  3 takes O(|Ni| + |Ai|) = O(|Ni|) 
time and the whole loop takes O(

∑
i |Ni|) = O(L) time. Step  5 takes ∑

i |Mi| =
∑

i |Ni| + 2
∑

i |Ai| = O(L) + O(L) = O(L) time. Both step  6 and 7 also 

take O(L) time. In total, this algorithm takes O(L) time.
As a comparison, there exists a less efficient algorithm for solving Problem 1, which is 

based on a standard sorting algorithm associated with a naïve gadget for comparing Aω  
and Bω  – according to Lemma 3, comparing Aω  and Bω  reduces to comparing AB and 
BA, which takes O(|A| + |B|) time. The time complexity of this alternative algorithm is 
higher. For example, when A1=“aaaaaa1”, A2=“aaaaaa2”, etc, the running time would be 
Ω(n log n|A1|) = Ω(L log n).

2.1  Integer alphabet

The algorithm given above does not run in O(L) time for large σ. Each node-level step 
takes O(σ) time during the construction of the tries and during the search of M1, . . . , Mn. 
Therefore, the total running time is actually O(σL) for arbitrary σ. Note that using balanced 
binary search trees (e.g. AVL trees) to manage child nodes of tries would yield O(L log σ) 
time. Nevertheless, we can improve the algorithm to O(σ + L) time when Σ is an integer 
alphabet as shown below.

Assume A1, . . . , An are primitive (recall the statement just after Theorem  1). More-
over, remove duplicate elements in A1, . . . , An. To this end, we can first sort A1, . . . , An 
in O(L + σ) time using LSD radix sort  [24] (section 3.2, Page 77–84), and then delete 
adjacent duplicate strings in O(L) time. Now Aω

1 , . . . , Aω
n  are distinct.

Let M ′
i  be the shortest prefix of Aω

i  that is not a prefix of Aω
j  for all j ̸= i. (See an illustra-

tion of M
′

i  in Example 1). Note that |M ′
i | ≤ |Mi|, because Mi is a prefix of Aω

i  that is not a 

prefix of Aω
j  for all j ̸= i (recall that the longest common prefix between Aω

i  and Aω
j  followed 
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by a mismatch, must be within a prefix of Mi and Mj , as introduced in the proof of Lemma 5). 

Moreover, denote L′ =
∑n

i=1 |M ′
i | ≤

∑n
i=1 |Mi|, which is O(L) followed by Lemma 6.

Example 1  (An illustration of distinguishing prefix M ′
i )

Consider the following four primitive and distinct words:

	 A1 = ab, A2 = aba, A3 = abaab, A4 = ababc.

The distinguishing prefix M ′
i  is underlined in the corresponding repeating string as follows.

	

Aω
1 = abababab · · · ,

Aω
2 = abaabaaba · · · ,

Aω
3 = abaababaababaab · · · ,

Aω
4 = ababcababcababc · · · .

Note that we show each repeating string Aω
i  with Mi as the prefix (which is before symbol 

"· · · "). It is easy to see that M ′
i  is a prefix of Mi.

Suppose for the time being that M ′
1, . . . , M ′

n have been computed. We then sort them in 

O(L′ + σ) = O(L + σ) time using the LSD radix sort [24]. According to the definition of 
M ′

i ’s, the sorting result of M ′
1, . . . , M ′

n is the same as that of Aω
1 , . . . , Aω

n . Therefore, it only 
remains to show how to compute M ′

1, . . . , M ′
n.

We can compute M ′
1, . . . , M ′

n in O(L′ + σ) time using the algorithm given by Paige and 
Tarjan [25] (Alg-PT). In the original paper, Alg-PT assumes that W1, . . . , Wn are finite, and 
it computes M ′

1, . . . , M ′
n in O(

∑n
i=1 |M ′

i |) time, where M ′
i  denotes the shortest prefix of 

Wi that is not a prefix of Wj  for all j ̸= i. Nevertheless, Alg-PT can be adapted to our case 
where Wi = Aω

i  is infinite. We describe this original algorithm in the following, and leave 
the easy adaption to infinite case to the readers.

The general idea of Alg-PT is simple. Initially, it puts all n strings into one big group 
(called the 1 st group), sharing the empty string as their common prefix. When a group (all 
starting with a common prefix S) has more than one element, alg-PT partitions this group 
into smaller groups according to their (|S| + 1)-th characters (but not necessarily in lexico-
graphic order). Finally, each group contains only one element (say Wi) with common prefix 
S, and S is exactly the prefix M ′

i  we are looking for.
This partitioning process can be handled by a BFS as follows. List Lg stores those i such 

that Wi is in the g-th group; for example, L1 = {1, . . . , n}. Integer leng is the length of the 
confirmed common prefix S shared by the g-th group; for example, len1 = 0. Moreover, queue 
Q stores the indices of all the groups to be partitioned; initially, Q contains only 1. In each 
step, we take out an index g from the queue. If Lg contains only one element i, we determine 
that M ′

i  equals the prefix of Ai with length leng. Otherwise (Lg has more than one elements) 

1 3
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we partition Lg in three steps: 1. Throw every i ∈ Lg into Bucket[Ai[leng + 1]] (note that the 

elements in any bucket can be stored by a chain), and at the same time maintain a list B of all 
nonempty buckets. 2. For each c ∈ B (i.e., Bucket[c] ̸= ∅), create a new group g′ and push it 
to Q. Lg′ = Bucket[c], whereas leng′ = leng + 1. 3. Clear all the nonempty buckets using B.

Running time analysis. There are σ buckets, and initializing them costs O(σ) time. Each 
partition costs only O(|Lg|) time. Since each string Wi contributes to at most |M ′

i | parti-
tions, the total time for partitioning across all groups is O(

∑n
i=1 |M ′

i |).
As a summary, we obtain the following result.

Theorem 2  Aω
1 , . . . , Aω

n  can be sorted in O(L + σ) time when Σ  is an integer alphabet.

For linearly sortable alphabets (i.e., σ = LO(1)), Aω
1 , . . . , Aω

n  can be sorted in O(L) 

time. (When σ = LO(1), we can make σ = O(L) with an O(L) time preprocessing.)

2.2  Comparison based model

In this subsection, we restrict ourselves to a model where we are allowed to compare two 
symbols in Σ but not read or manipulate a single symbol. For this model, we will give an 
algorithm that runs in O(L + n log n) time and the main ingredient of this algorithm is the 
Three-Way Radix Quicksort [1, 26] and ternary trie [1].

Three-Way Radix Quicksort sorts n strings of total length L in time O(n log n + L). It 
works by partitioning the set of strings according to the first symbol, then recursively sorting 
the three groups: strings whose first character is less than the pivot, equal to the pivot, and 
greater than the pivot. The first group and third group are, respectively, sorted again according 
to the first symbol and the second group is refined based on the next symbol. A ternary trie is a 
trie where each node has three children: left (for smaller symbols), middle (for equal symbols), 
and right (for larger symbols). In fact, the ternary trie can be seen as the recursive structure 
induced by Three-Way Radix Quicksort. We remark that the O(n log n + L) running time 
bound is guaranteed in the worst case. This is because we can partition around the median 
(which can be found in linear time) of the elements to get a perfectly balanced partition in each 
round of Three-Way Radix Quicksort or the building process of ternary trie [1, 26].

Theorem 3  Aω
1 , . . . , Aω

n  can be sorted in O(L + n log n) time under the comparison based 
model.

Proof  The algorithm is similar to Algorithm 1.

Step 1. We sort A1, . . . , An. But we use Three-Way Radix Quicksort [1] this time, which 
only requires symbol comparison. It takes O(L + n log n) time.

Step 2. We use the ternary trie of A1, . . . , An to compute M1, . . . , Mn. Notice that it takes 
O(log n + |Mi|) time to compute Mi. So computing M1, . . . , Mn costs O(L + n log n) 
time as well (applying Lemma 6).
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Step  3. In another O(L + n log n) time, we sort M1, . . . , Mn by Three-Way Radix 
Quicksort to obtain the order of Aω

1 , . . . , Aω
n  (applying Lemma 5). □

Remark 1  We remark that the time complexity of our algorithms for sorting Aω
1 , . . . , Aω

n  
under each model (bounded alphabet, unbounded alphabet, comparison based model) are 
aligned with those for sorting A1, . . . , An.

2.3  Comparison with extended Burrows-Wheeler Transform

As is mentioned in Section 1, extended Burrows-Wheeler Transform [16] sorts all conju-
gates of the given words in ω-order. In this section, we briefly look into the latest eBWT 
algorithm [20] called SAIS-for-eBWT and discuss the difference between the algorithm in 
Section 2.1 and SAIS-for-eBWT.

In SAIS-for-eBWT, given M = A1, · · · , An, the algorithm returns the generalized suf-
fix array (A, I) of M, where A is the sorted list of all conjugates (positions) of M in ω
-order and I is the set of the indices in A which mark positions of the words originally 
given. (The resulting A[i] = (j, d) indicates that the conjugate starting from Ad[j] is the i-th 
among all conjugates in ω-order.)

The algorithm classifies each position as cyclic L-type or S-type in linear time (Corollary 
7 of [20]). An LMS position is an S-type position preceded by an L-type position. LMS-
order and LMS-substrings in  [20], adapted from  [19] to cyclic strings, are defined over 
all conjugates of M. Note that LMS-order in [20] is a refinement of ω-order: U <LMS V  
implies Uω < V ω , but not vice versa. See details of the definitions in [20].

In SAIS-for-eBWT, a critical procedure adapted from [19] is called Induced Sorting. See 
Algorithm 2 for structured description.

Algorithm 2  Induced Sorting [20]

The Induced Sorting procedure performs linear-time traversals to sort all conjugates in 
LMS-order, but it does not guarantee to sort them in ω-order unless LMS positions are 
inputted in ω-order in the first step.

SAIS-for-eBWT first employs the Induced Sorting procedure  [19] to sort LMS-sub-
strings in LMS-order. Then the algorithm sorts all conjugates starting from the LMS posi-
tions in ω-order recursively. Given LMS positions sorted in ω-order, the Induced Sorting 
procedure then sorts all the positions of M in ω-order. See Algorithm 3 for the whole 
algorithm.
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Page 11 of 20     17 



R. Luo et al.

Algorithm 3  SAIS-for-eBWT(M) [20]

In summary, SAIS-for-eBWT is recursive, utilizing linear-time traversals before and 
after each recursive call. Since the problem size is halved at each recursion, the overall time 
complexity remains linear. The algorithm is recursive and involves complicated definitions 
such as L/S/LMS and sub-procedures like Induced Sorting.

In comparison, the linear time algorithm of Section 2.1 can sort all the given words in 
ω-order and involves basic definitions and sorting algorithms without recursive calls. If 
the goal is to solve Problem 1 for the smallest rearrangement, then only the ω-order of the 
given words are needed, not the ω-order of all conjugates. So the trade-off for simplicity is 
achieved in our result.

3  The string rearrangement inequalities

We call equation (7) right below the String Rearrangement Inequalities.

Theorem 4  For non-empty words A1 , · · · , An , where Aω
1 ≤ · · · ≤ Aω

n , we claim that

	 A1A2 · · · An ≤ Aπ1 Aπ2 · · · Aπn ≤ AnAn−1 · · · A1,� (7)

for any permutation (π1 , . . . , πn) of {1 , . . . , n}.

In other words, if several words are to be rearranged and concatenated into a string S, 
the lexicographically smallest outcome of S occurs when the words are arranged so that 
they are increasing in ω-order, and the lexicographically largest outcome of S occurs when 
the words are arranged so that they are decreasing in ω-order.

Example 2  Suppose there are four given words: “123”, “12”, “121”, “1212”. Notice that 

(121)ω < (12)ω = (1212)ω < (123)ω . Applying Theorem 4, the lexicographically smallest 

outcome would be “121121212123”, and the lexicographically largest outcome would be 
“123121212121”.
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Proof of Theorem 4  Consider any concatenation Aπ1 · · · Aπn . If A1 is not at the leftmost 
position, we swap it with its left neighbor Ax. Note that Aω

1 ≤ Aω
x  by assumption. Accord-

ing to Lemma  3, A1Ax ≤ AxA1. This means that the entire string becomes smaller or 
remains unchanged after the swapping. Applying several such swappings, A1 will be on the 
leftmost position. Then, we swap A2 to the second place. So on and so forth. It follows that 
A1 · · · An ≤ Aπ1 · · · Aπn .

The other inequality in (7) can be proved symmetrically; proof omitted. □
Combining Theorem 4 with Theorem 2, we obtain

Corollary 1  For linearly sortable alphabets, given n words A1 , . . . , An  that are to be 
rearranged and concatenated, the smallest and largest concatenation can be found in 
O(

∑
i |Ai |) = O(L) time.

4  More applications

Without loss of generality, assume that Aω
1 ≤ · · · ≤ Aω

n  in this section. If not, we can sort 
the given words, which will not affect the time bound of the algorithms below. To implement 
Theorem 2, we assume the alphabet Σ is linearly sortable in this section.

4.1  Rearrangement with rotation problem

Circular strings such as DNA sequences of bacteria lack a predefined origin, mak-
ing their representations equivalent under rotation. Computing the lexicographically 
minimal rotation provides a canonical form essential for comparing circular data 
structures  [7, 27, 28]. It is reasonable to generalize the problem to the combinato-
rial problem: given n words, rearrange and concatenate them such that the minimum 
rotation of the resulting circular string is lexicographically smallest. The problem is 
formally written as follows.

 Problem 2. Given n non-empty words A1, . . . , An over alphabet Σ, rearrange and 
concatenate A1, . . . , An so that the minimum representation (i.e. minimum rotation) 
of obtained string S is lexicographically smallest. Equivalently, we ask for the mini-
mum of all rotations of all rearranged concatenations of A1, . . . , An.

Let S[a : b] denote S[a] · · · S[b]. The problem asks for

	
S∗ = min

(π1,...,πn)
min

i
(S[i : L − 1]S[0 : i − 1] | S = Aπ1 · · · Aπn )

Clearly, S∗ must start with a part of a given word, say Ad (d ∈ {1, . . . , n} and d is 
unknown). In other words, S∗ = qAπ1 · · · Aπn−1 p where Ad = pq (q is nonempty) for 
some d. Moreover, we know that (i) the words except Ad in S∗ must be increasing in ω
-order, that is,
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	 S∗ = qA1 · · · Ad−1Ad+1 · · · Anp (pq = Ad, q ̸= ϵ)

Proof of (i). Suppose to the contrary that the words except Ad in S∗ are not increasing in 
ω-order. Keep the beginning q and the end p and rearrange the words in between so that 
they are increasing in ω-order. By Theorem 4, the result is smaller, hence S∗ is not optimal, 
contradictory.

Now, for each k ∈ {1, . . . , n}, denote by Sk the smallest string among all strings of the 
form qA1 · · · Ak−1Ak+1 · · · Anp where pq = Ak and q ̸= ϵ, and call Sk a candidate. An 
approach for computing S∗ would be as follows: compute all candidates and select the best 
among them.

We generally adopt this approach but with some necessary changes: We do not compute 
S1, . . . , Sn precisely as that would be time consuming. Instead, we compute n backup-

candidates S′
1, . . . , S′

n (which are easier to compute) and select the smallest among the 
backup-candidates.

Formally, S′
k  is the string obtained by Algorithm  4, which is still of the form 

qA1 · · · Ak−1Ak+1 · · · Anp where pq = Ak  and q ̸= ϵ, but may not be the smallest one 
(Sk) of this form. Nonetheless, it holds that S′

k = Sk  for the case k = d. Consequently, 
the smallest among S′

1, . . . , S′
n still equals S∗. (To see this, notice that S∗ = Sd = S′

d and 
S∗ ≤ S′

k .)

Strings of the form qA1 · · · Ak−1Ak+1 · · · Anp can be represented by a pair (k, i) where 

p = Ak[0 : i − 1], q = Ak[i : |Ak| − 1], and i is called the split position.

Lemma 7  We can compute the split position of the backup-candidate S ′
k  in O(|Ak |) time, 

and hence compute S ′
1 , . . . , S ′

n  in O(L) time.

Lemma 8  Given the split positions of S ′
1 , . . . , S ′

n  and the concatenated string 

S = A1 · · · An , we can find S∗ (the smallest among S ′
1 , . . . , S ′

n) in O(n) time using O(1) 

time Longest Common Extension (LCE) queries – return the length of the longest common 
prefix of two suffixes.

Combining the last two lemmas (proved below) with the well-known fact that the LCE 
queries can be answered in O(1) time after O(L) (linear) time preprocessing on S (Lemma 9), 
the running time of our algorithm is O(L).

Theorem 5  We can solve Problem 2 in O(L) time for linearly sortable alphabets (after sort-
ing A1 , . . . , An  in ω-order so that Aω

1 ≤ · · · ≤ Aω
n ).
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Algorithm 4  Algorithm for computing backup-candidate S′
k

Proof of Lemma 7  Denote T = AkA1 · · · Ak−1Ak+1 · · · An. Algorithm 4 roughly aims at 
computing the smallest string Sk of the form qA1 · · · Ak−1Ak+1 · · · Anp where pq = Ak 
and q ̸= ϵ. But instead of finding the smallest string (denoted as Sk) of this form, it may 
actually find an alternative S′

k.

This algorithm is a variant of the classic algorithm of Shiloach [29] for finding the small-
est rotation of a given string. Shiloach’s algorithm maintains two candidate starting indices 
i and j (initially 0 and 1, we assume i < j otherwise swap them) and a matching length l 
(initially 0). At each step, it compares characters T [i + l] and T [j + l]. If they are equal, l 
is incremented; otherwise all l candidate starting indices starting from the candidate with 
the larger character can be safely skipped (we call them dead) and l is reset. The algorithm 
keeps indices in {1, . . . , j − 1} \ i dead and advances the candidate starting indices over all 
dead indices. The algorithm terminates when j exceeds the length of T, and the i gives the 
smallest rotation.

Fig. 3  An example for comparison 
between S′

a and S′
b. Note that 

some Ui and Vi may be empty in 
general cases
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Compared with his original algorithm, we modify step 3 and the latter part of step 14 – 
when i + l reaches out of |Ak|, we stop the algorithm immediately and output the rotation of 
T starting with T[i] (denoted as S′

k). The reason that we can adopt this early-stop mechanism 
is as follows.

(1) If j beats i somewhere further (i.e. T [j + l] < T [i + l] for some i + l > |Ak|), the 
best rotation will reach out of |Ak|, which means the optimal solution S∗ is not Sk. It is 
allowed to select some S′

k ̸= Sk in this case.
(2) Otherwise, i is the optimal option. Therefore we make sure that S′

k = Sk in this case.

By the early-stop mechanism, the number of steps for computing S′
k is O(|Ak|), not 

O(|T |) = O(L). The whole process of finding S′
1, . . . , S′

n is O(
∑n

k=1 |Ak|) = O(L). □

Proof of Lemma 8  We prove that using O(1) time LCE queries, we can compare the lexico-
graphic order of strings S′

a and S′
b in O(1) time, and thus compute S∗ in O(n) time.

For k ∈ {a, b}, cut S′
k into 4 parts, qk, A1 · · · Ak−1, Ak+1 · · · An and pk (where 

Ak = pq), each of which is a substring of S. According to these cutting lines, S′
a and S′

b are 
respectively divided into 7 parts (see Fig. 3), denoted by U1, . . . , U7, V1, . . . , V7 in the fol-
lowing. Comparing S′

a, S′
b reduces to comparing Ui, Vi for i = 1, . . . , 7. Since Ui and Vi are 

substrings of S, comparing Ui, Vi only takes O(1) time using the longest common extension 
(LCE) queries on S. □

Lemma 9  ([30]) For a given string S, Longest Common Extension (LCE) queries, which 
return the length of the longest common prefix of two suffixes of S, can be answered in O(1) 
time per query after O(|S|) (linear) time preprocessing.

Proof  One approach for the O(1) LCE query is as follows: (1) First, construct the suffix 
array (SA) of S in O(n) time, which orders all suffixes of S lexicographically; (2) Compute 
the longest common prefix (LCP) array (of length |S|) for the suffix array, where LCP[i] 
denotes the length of the longest common prefix between the i-th and (i − 1)-th suffixes in 
the SA; (3) Preprocess the LCP array with a range minimum query (RMQ) data structure 
(e.g., a sparse table) in O(n) time, which supports O(1) time minimum queries over any 
interval of the LCP array.

For any LCE query on suffixes starting at positions i and j of S, the length of the longest 
common extension can be computed as the minimum value of the LCP array over the inter-
val corresponding to the positions of these two suffixes in the SA, a query that the RMQ 

Fig. 4  An example for comparison 
between A1 · · · A4 and A5 · · · A8
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structure answers in O(1) time. Full details of the construction and query logic are given in 
[30]. □

4.2  k-rearrangement problem

In the field of computational biology and bioinformatics, resource constraints often require 
selecting k representative items from n available candidates [31–33]. These selection meth-
ods optimize criteria such as cost function [31] or average distance [32], yet treat the chosen 
subset as unordered. Combined with our result of rearrangement, the selected k items can 
be rearranged in a canonical order for standardized storage. This leads to a combinatorial 
question:

Instead of concatenating all n words, how to select k words from the given n words so 
that the concatenation is smallest. The problem is formally written as follows.

 Problem  3. Given non-empty words A1, . . . , An over alphabet Σ, select k ≤ n 
words Aπ1 , . . . , Aπk , where π1, . . . , πk are distinct indices, so that S = Aπ1 · · · Aπk  
is lexicographically smallest.

Recall that Aω
1 ≤ · · · ≤ Aω

n .
We solve Problem 3 by dynamic programming. Let suf[i][j] be the minimum string rear-

ranged and concatenated by j strings chosen from Ai, . . . , An. The answer to the problem is 
suf[1][k] by definition. In terms of boundary conditions, suf[i][1] is the smallest Aj  in lexi-
cographic order where i ≤ j ≤ n. Moreover, the transition equation for computing suf[i][j] 
is as follows.

	 suf [i][j] = min(suf [i + 1][j], Ai + suf [i + 1][j − 1])

where min denotes lexicographic minimum and + denotes string concatenation.
During each state transition, we need to perform a comparison between two states, 

suf [i + 1][j] and Ai + suf [i + 1][j − 1]. Using the technique similar to subsection 4.1, we 
divide each of them into O(j) = O(k) substrings. The divided substrings of suf [i + 1][j] 
and Ai + suf [i + 1][j − 1] are aligned (Fig. 4). Using O(1) time longest common exten-
sion (LCE) queries after O(L) (linear) time preprocessing on A1 · · · An (Lemma 9), we can 

compare in O(k) time. The total running time is O(nk) × O(k) + O(L) = O(nk2 + L).

5  Conclusions

In this paper, we present a linear time algorithm for sorting the strings A1, . . . , An so that 
Aω

1 ≤ · · · ≤ Aω
n , which beats the trivial algorithm by a factor of log n. Our algorithm itself 

is direct (indeed, it looks somewhat brute-force) and easy to implement, yet the analysis of 
its correctness and complexity is built upon nontrivial observations, namely, Lemma 5, and 
Lemma 6. By implementing the algorithm along with the string rearrangement inequalities, 
we solve several rearranging problems efficiently.
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In the future, it is a problem worth attacking that whether we can improve the running 
time for sorting Aω

1 , . . . , Aω
n  from O(L) to O(N) when given the trie of A1, ..., An, where N 

denotes the number of nodes in the trie of A1, . . . , An.

A proof of Lemma 2

Proof  Fact 1. If S = BB′ = B′B and B, B′ are non-empty, S is non-primitive.
This is implied by Lemma 1 (condition 1); proof omitted.
Claim 1. |root(A)| ≥ k.
Proof: The prefix and suffix of A with length |A| − |root(A)| are the same, which implies 

that j ≥ |A| − |root(A)|. Consequently, |root(A)| ≥ |A| − j = k.

Claim 2. If |root(A)| < |A| (i.e., A is non-primitive), then k ≥ |root(A)|.

Proof: Denote S = root(A) and assume |S| < |A|. Therefore, A = Sd (d ≥ 2). Sup-
pose to the opposite that k < |root(A)|. Let B be the prefix of S with length k, and B′ be 

the suffix of S such that S = BB′. As k < |S|, we have j > |A| − |S| ≥ |S|. Further since 
the suffix of A with length j (which starts with B′B) equals to the prefix of A with length 
j (which starts with S = BB′), we get S = B′B. Applying Fact 1, root(A) = S is non-
primitive. Contradictory.

We are ready to prove the lemma. When |A| is a multiple of k, A is a power of its prefix of 
length k, which means |root(A)| ≤ k. Further by Claim 1, |root(A)| = k. Next, assume |A| 
is not a multiple of k. Since |A| is a multiple of |root(A)|, we see |root(A)| ≠ k. Further by 

Claims 1 and 2, it follows that |root(A)| = |A|. □

A proof of Lemma 3

Proof  We prove the three equivalences by considering the relationship between the finite 
concatenations and the infinite periodic extensions.

Case 1: AB = BA ⇔ Aω = Bω . If Aω = Bω , then ABω = AAω = BBω = BAω . As 
a result, AB = BA.

Conversely, assume AB = BA. By Lemma 1, there exists a word C and integers k, l ≥ 1 
such that A = Ck and B = Cl. Consequently, Aω = Cω = Bω .

Case 2: AB < BA ⇔ Aω < Bω . We prove both directions.
(⇒) Assume AB < BA. Without loss of generality, assume |A| ≤ |B| (the case 

|A| > |B| is symmetric). Let k ≥ 1 be the largest integer such that |Ak| ≤ |B|, and let A′ 
be the prefix of A (possibly empty) satisfying |AkA′| = |B|.

If AkA′ = B, then we have:

	 AB = Ak+1A′ and BA = AkA′A = BA.
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Since A′ is a prefix of A, the word AB = Ak+1A′ is a prefix of Aω . Similarly, BA = AkA′A 

is a prefix of Bω = (AkA′)ω . Since AB < BA, a mismatch between Aω  and Bω  occurs 

within the first |A| + |B| characters, hence Aω < Bω .

If AkA′ ̸= B, then AkA′ and B differ at some position m ≤ |B|. Since Aω  begins with 

AkA′ (followed by the remaining suffix of A) and Bω  begins with B, the mismatch between 
Aω  and Bω  occurs at the same position m, with the same ordering, hence Aω < Bω .

(⇐) Assume Aω < Bω . The derivation of AB < BA follows symmetrically from the 
proof of (⇒) by reversing the roles of the finite and infinite comparisons.

Case 3: AB > BA ⇔ Aω > Bω . This follows immediately by symmetry from Case 2. 
□
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